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1 Previous Research

My current research explores novel improvements for High Performance Computing (HPC)
Communication Libraries, particularly the Message Passing Interface (MPI), for modern
many-core architectures, such as the Intel Xeon Phi. My body of work started with two
independent studies. First, onload vs offload for the many core era was a study of the
power and performance trade-offs for systems that utilize network offload. This work used
dynamic voltage and frequency scaling to alter the clock speed of an AMD processor, to
explore performance analogous to traditional large-core systems versus modern many-core
systems. This work provides a through analysis to help inform decisions in HPC design
and procurement. This was published in the proceedings at Cluster 2015 and received press
coverage from insideHPC.com. Second, RMA-MT is a novel benchmark suite I wrote to
explore the performance of a combination of two proposed MPI paradigms for many-core
exascale systems, namely one sided communication and multithreaded MPI. This work was
published in CCGrid 2016 and is being used by laboratories and Industry teams developing
MPI implementations. I also worked with another UNM student, Hans Weeks, to adapt these
benchmarks to OpenSHMEM which was published in the 2016 OpenSHMEM workshop.

2 Current Research

This section and section 3 include references to work that is currently undergoing double
blind review at SC17.

My current research focuses on novel improvements to the MPI matching engine for
many-core architectures such as the Xeon Phi. This work was done in collaboration with
Queen’s University. In particular, I’ve performed studies to explore the effect of better cache-
line utilization, explicit vectorization, and hot caching. To explore cache-line utilization, we
developed an auxiliary linked list of arrays data structure that contains two matching entries
into a single linked list element. The vectorization approach reorganizes the data into a
linked list of vectors structure, that uses Intel’s AVX vectors to leverages SIMD parallelism
to increase match list performance. Finally, hot caching uses a dedicated heating thread to
keep a specified memory region in cache. We studied the performance of these techniques
both individually and in combination on four different processor architectures. While each
of these has a different performance characteristics depending on the length of the matching
engine, we observed up to a 40x small message bandwidth performance improvement over
the MVAPICH baseline on the Knights Landing architecture.
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My current work also includes two other studies. I have been working on a fine grained
match list parallelization strategy that attempts to reduce the size of the critical section
induced by ordering. Early results have been promising; however, there is more work to be
done before a full evaluation can be made. I have also been collaborating with Nathan Hjelm
at Los Alamos National Laboratories to help utilize the RMA-MT benchmark suite at full
scale on Trinity, one of the world’s top ten supercomputers. This work has resulted in an
optimized Open MPI library for MPI RMA-MT.

3 Future Research

There are a couple immediate directions I would like to take my research. Current message
matching implementations take one of two approaches: a single linked list that causes per-
formance issues on many core architectures and an array of linked lists per process that uses
extra memory, in a non scalable manner, to reduce cache misses. The vectorization approach
in section 2 attempts to address this, however there are some extensions to this work that
could improve it’s performance. For instance, ARM scalable vector extension has proposed
up to 2048 bit vectors. The increased vector size leads to interesting trade offs between
best case performance, worst case performance, and memory usage. Also, newer versions of
the AVX-512 implementation include an integer expansion Bytes and Words which could be
leveraged to fit more work into each vector. To utilize this better, we could leverage tag-
space and rank-space compression, to utilize the 16-bit and 8-bit integer vector operations
to utilize these features. Using a heuristic matching approach, we could theoretically do
four times the the operations simultaneously without using any extra memory. The design
proposed in this work could allow MPI to support an extreme scale application with fine
grained and asynchronous communication patterns in capability class scientific applications.

There are a few long term directions that I would like to take my research. Most of
the techniques I’ve explored for improving MPI are applicable to common data structures.
These have potential to improve performance in other system software libraries, especially
those that utilize linked list data structures and need to be optimized for many core systems.
Additionally, these could be integrated into the critical data structures of applications to im-
prove computational performance. Secondly, there have been some proposed collaborations
to extend my matching engine improvements to FPGA matching implementations. Utilizing
vectorization and matching element compressions, we could significantly reduce the number
of operations dedicated network hardware must perform with a minimal vector instruction
set. Given a custom offload matching implementation, we could further increase the perfor-
mance by reducing application interference, while maintaining the performance of a vector
implementation. Finally, I’m interested in identifying and resolving other bottlenecks in
communication libraries, such as MPI. Particularly as we look at hybrid usage models, such
as MPI+OpenMP, different bottlenecks have started to dominate performance. With the
introduction of many-core architectures, it has become apparent that these approaches will
see a significant rise in demand, because of that there are many interesting and difficult
problems to solve in this area to enable performant exascale applications.
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